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In what follows I argue that cross-contextual criticism causes problems forepis-
temic contextualism. I generate these problems through indirect reports and eaves-
dropper cases. To draw this out, I Þrst brießy characterize the view of the epistemic
contextualist ( §1). Then, in order to set up the problem, I distinguish a kind of
strong semantic blindness operative in contextualist cases from various weak forms
that should not be considered bothersome (¤2). This is independently signiÞcant in
that arguments by epistemic contextualists generally appeal to cases of blindness
in the weak sense to explain away blindness in the strong sense. Then, I develop a
case involving indirect reports between low and high standards contexts that cre-
ates some serious problems for the contextualist, problems requiring an appeal to
strong semantic blindness for their most plausible resolution (¤3). And, Þnally, I
add some complexity to the story in order to ensure that there is no subtle avenue
of escape for the contextualist, which then leads to certain considerations that tell
against even the most plausible responses to the arguments in§3 (¤4).

1. Epistemic Contextualism

Epistemic contextualism refers to a type of view regarding the meaning of sen-
tences involving knowledge attributions and denials. The motivation for these views
came originally from judgments regarding certain pairs of cases, such as the follow-
ing:1

BankL: My wife and I are driving home on a Friday afternoon. We plan to
stop at the bank on the way home to deposit our paychecks. But as we
drive past the bank, we notice that the lines inside are very long, as they
often are on Friday afternoons. Although we generally like to deposit our
paychecks as soon as possible, it is not especially important in this case
that they be deposited right away, so I suggest that we drive straight home
and deposit our paychecks on Saturday morning. My wife says, ÔMaybe the
bank wonÕt be open tomorrow. Lots of banks are closed on Saturdays.Õ I

1DeRose (2009, 1-2). Structurally similar cases involving an airport are employed by Cohen
(1999). In his (2009), DeRose moves away from first-person cases of attribution to third-person
cases involving different conversations about the same subject. Since DeRose believes that these
cases present a better case for contextualism, the criticisms that follow employ variations on
third-person cases rather than first-person cases (§3).

1
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reply, ÔNo, I know itÕll be open. I was just there two weeks ago on Saturday.
ItÕs open until noon.Õ

BankH : My wife and I drive past the bank on Friday afternoon, as in bankL,

and notice the long lines. I again suggest that we deposit our paychecks on
Saturday morning, explaining that I was at the bank on Saturday morning
only two weeks ago and discovered that it was open until noon. But in
this case, we have just written a very large and very important check. If
our paychecks are not deposited into our checking account before Monday
morning, the important check we wrote will bounce, leaving us in avery

bad situation. And, of course, the bank is not open on Sunday. My wife
reminds me of these facts. She then says, ÔBanks do change their hours. Do
you know that the bank will be open tomorrow?Õ Remaining as conÞdent
as I was before that the bank will be open then, still, I reply, ÔWell, no, I
donÕt know. IÕd better go in and make sure.Õ

The contextualist position, (EC), is then characterized by the following two com-
mitments:

(1) When I say that I know that the bank will be open in bankL, I said
something true, and

(2) When I say that I donÕt know that the bank will be open inbankH , I said
something true as well.

This thesis could be considered one where the content of sentences involving knowl-
edge attributions and denials vary in certain ways with the context of use. Specif-
ically, what is said to vary context-by-context is the relevant epistemic standards

upon which these attributions of knowledge depend.
Fairly often, this kind of dependence has been modeled after indexical expressions

such as ÔIÕ, ÔhereÕ, and ÔnowÕ, and, following MacFarlane (2009), we can parametrize
this notion in the following way:

(I): An expression isP -indexical i! its content at a context depends on the
P of that context.

To say that the content of an expression is dependent upon some parameterP of the
context is to say that P is a member of the orderedn-tuple that deÞnes the context
in the sense of Kaplan (1989). Andthis is just to say that P is one of the things
that determines the character of said expression, the function from the Kaplanian
context to the content. Thus, the epistemic contextualist could argue that sentences
involving attributions and denials of knowledge are epistemic standards-indexical.

We see this commitment in DeRose (2009, 3):

[W]e can say that the character of ÔS knows that pÕ is roughly,
that S has a true belief that p and is in a good enough epistemic
position with respect to p; this is the element of meaning that
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remains constant from attribution to attribution. But how good is
good enough? That is what varies with context. What context Þxes
in determining the content of a knowledge attribution is how good
an epistemic position the subject must be in to count as knowing
that p.

MacFarlane notes, however, that pure context sensitivity is abroader notion than
pure indexicality, and that case-pairs like those above only go so far as to show
context sensitivity :

(CS): An expression isP -context sensitive i! its extension at a context de-
pends on theP of that context.

What (CS) says is that an expression is context sensitive just in case thetruth value

of a token of that expression varies with the context of use. Further, the commit-
ments (1) and (2) above which serve to characterize contextualism are satisÞed by
epistemic standards-context sensitivity alone. Indexicality, while often assumed, is
not required.

We can draw this out by noting that the two notions, (CS) and (I), come apart.
It is easy to see that (I) does not entail (CS), for the sentence ÔTomorrow comes after
today.Õ is time-indexical but not time-context sensitive.2 The converse entailment
would fail, then, when the parameter P is a member of what Kaplan calls the
circumstance of evaluation, the n-tuple of features of a context that determine the
truth value of an expression at that context, but not a member of the Kaplanian
context. As such, conversational context plays a dual role in determining sentence-
truth:

Content-determinative role: context Þxes the parameters relevant to the
character of an expression, which determines the proposition expressed,
and

Circumstance-determinative role: context determines whichcircumstance

of evaluation we should look at to get a truth value for the sentence in that
context.

Normally the circumstance of evaluation is considered to be only aworld, or possibly
a world, time pair. Thus, a sentence may beP-context sensitive but not P-indexical
just when it expresses the same proposition at every context, but, nonetheless,
its truth value depends on features of the context. For the contextualist, then,
this position would constitute the addition of an epistemic standards parameter
in the circumstance of evaluation, in addition to the world and time parameters.
In fact, arguing that case pairs like those above only pressures one so far as to
accept (CS) for ÔknowsÕ, MacFarlane thinks that if one takes indirect report data

2This example is due to MacFarlane (2009, 3).
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seriously,3 which seems to show that ÔknowsÕ is not indexical, then this non-indexical
contextualism is actually a better position for the contextualist.

Adjudicating between these two positions, one where ÔknowsÕ is indexical and
one where it is just context sensitive, boils down to the placement of theepistemic

standards parameter. In the Þrst case, the parameter would be placed in theKa-

planian context : the content of knowledge involving sentences would be determined
relative to an epistemic standard, di!erent propositions would be expressed at dif-
ferent contexts of use. In the second case, the parameter would be placed in the
circumstance of evaluation: the content of knowledge involving sentences would not
varyÐthe same proposition would be expressed across contextsÐ, but the truth-value
of these sentences would vary with the context of use.4 Given that contextualists
generally fall into the Þrst category, I will mainly focus on moves that can be made
within this Þrst framework, returning to the prospects for non-indexical contextu-
alism in §4.

2. Content Blindness and Character Blindness

One standard objection to (EC) is the requirement of semantic blindness on the
part of natural language speakers. Semantic blindness is taken to be a particular
kind of error theory : speakers are unaware of certain semantic factors related to
their use of ÔknowsÕ, and this lack of awareness causes error in the application of
the term. This consequence was Þrst noted by Schi!er (1996) and became a promi-
nent consideration in Hawthorne (2004)Õs treatment of (EC). In order to weaken
the force of this objection, DeRose (2009) appeals to analogies between the seman-
tic blindness involved in the purported context-sensitivity of ÔknowsÕ with that of
uncontroversial context-sensitive expressions such as the gradable adjective ÔtallÕ
and the indexical ÔhereÕ. One does well to distinguish, however, the epistemic state
that constitutes semantic blindnessÐlack of awareness of certain semantic factors
related to some facet of languageÐfrom one damaging consequence: the linguistic
error theory about the misapplication of terms. In what follows I distinguish sev-
eral forms of weak semantic blindness, whose consequences do not entail much of
an error theory, from the much stronger form required by (EC). Further, once these
forms of semantic blindness have been distinguished, it will become clear that the
purported analogies between ÔknowsÕ and standard context-sensitive terms are quite
weak if existent at all. As such, in what follows I distinguish three weak forms of

3Cf. Hawthorne (2004), Capellen and LePore (2005).
4This would render the epistemic contextualist in a structurally similar position w.r.t. knowledge-
involving sentences as the temporalist w.r.t. detensed sentences. That is to say, according to the
temporalist, the sentence ‘David Kaplan is hungry.’ expresses the same proposition at 12 pm as
it does at 12 am; namely, the proposition that David Kaplan is hungry. But the truth of this
proposition varies with time: it is true only at those times where David Kaplan is in fact hungry.
Similarly, the sentence ‘David Kaplan knows he is hungry.’ would expresses the same proposition
in every context of use, but the truth of this proposition would vary with the epistemic standards
in play at the circumstance of the context.
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semantic blindness from the strong form required by (EC): blindness arising out of
the tenets of semantic content externalism, blindness arising out of moderate form
of reference underdetermination, and blindness resulting in one-o! mistakes. I then
argue that the kind of systematic blindness to the character of the expression-type
required by (EC) falls in none of these categories.

2.1. Content Externalism and Indeterminacy of Reference. The Þrst form
of semantic blindness to be distinguished is a simple blindness to semantic ex-
ternalist contents. This kind of blindness is common, but does not a!ect usage
in any perverse way. If, for example, one is an externalist about certain natural
kind terms,5 then one would be required to posit some semantic blindness to the
application conditions of these terms. To quote Goldberg (2008):

It is a well-worn point that a chemically ignorant speaker of English
can think and meanwater-involving propositions even though she
is ignorant of the nature of water, and so even though (without
further empirical knowledge) she cannot give a correct, informative
characterization of the application conditions of the English word
ÔwaterÕ.6

While we cannot, by a priori reßection alone, discern the content of these expres-
sions, it will be shown that said content is semantically stable. It does not shift
inter-contextually (only inter-worldly). 7 This phenomena is aptly characterized as
semantic blindness due to the lack of transparency of the application-conditions
of these terms. Natural language speakers ignorant of certain empirical facts will
be ignorant of certain facts related to the content of their expressions.8 In these
cases, usage is only minimally a!ected. Two types of error can arise.9 First, errors
in sameness-of-meaning judgments are possible when a speaker fails to realize that
two occurrences of one and the same word-form, morphologically individuated, ex-
press di!erent concepts. This could happen, for example, when it is judged that
two speakers,SH2O and SXY Z , who both utter the sentence ÔWater is a clear liq-
uid.Õ, mean the same thing, through ignorance on the part of the third party as to
the di!erence in concepts expressed bySH2O and SXY Z ; given their inhabitance of
water/twater ÒworldsÓ respectively. Second, errors in the application of terms

5Cf. Kripke (1980), Putnam (1975).
6Goldberg (2008, 10). Additionally, Cf. Goldberg (2002).
7Note that cases of intra-worldly shifts are conceivable, and Ludlow (1995) argues that they
are prevalent. If such intra-worldly “world”-shifts do in fact occur, then the kind of mistakes
highlighted below will not only be possible, but be actually occurrent. I will use world in scare
quotes to denote this kind of shift in order to not prejudge whether this shiftiness is context-
dependent in the manner highlighted in §1.
8Note that I am not making a general claim to the effect that everyone will always be so ignorant
of all expressions in this class, just that ignorance of this type exists.
9I am indebted to Sandy Goldberg for the following discussion.
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as one shifts between ÒworldsÓ could occur, as whenSH2O, whose word-form Ôwa-
terÕ meanswater, applies this word-form to twater, ignorant of the di!erences
between the two liquids. This kind of blindness is not particularly systematic, as
it depends on fairly contingent, highly speciÞc facts aboutparticular speakers and
the linguistic communities between which they regularly travel.

This form of semantic blindness is least like that required by (EC), as unlessev-
ery term is context sensitive, it involves terms which are not at all context-sensitive
in the standard way. That is to say, di!erent linguistic communities speak di!erent
languages. Some of these languages may just happen to be, morphologically, in-
credibly similar. The semantic blindness here characterized is a blindness towhich

of these morphologically similarlanguages one is speaking. It could be the case, for
example, that while one might believe that english is being spoken, the language
spoken is in fact twenglish.

10 This kind of blindness, however, fails to have the
consequence characteristic of the semantic blindness required by (EC): that such
blindness generates linguistic error on the part of speakers of the language. The
only error theory apparent here is an epistemic one; speakers might believe that
they are speaking a language they are not in fact speaking.

A second kind of blindness could be generated as an upshot of certain moderate
responses to inscrutability of reference arguments.11 If one were to take a broadly
Lewisian line on this problem, where reference is determined by use plus some form
of eligibility criteria, one must take into account the possibility of ties:

There might be two candidates that both Þt perfectly; more likely,
there might be two imperfect candidates with little to choose be-
tween them and no stronger candidate to beat them both. If so, we
end up with indeterminate reference [. . .] Hartry FieldÕs example of
newtonian ÔmassÕ illustrates this possibility.12

When indeterminacy of reference arises one might argue that there is no fact of
the matter about whether the terms in question refer determinately to one or the

10Some might be tempted to follow Putnam (1975) in arguing that semantic externalism is best
represented by a single language that is linguistic community-indexical as characterized above.
Note, however, that if we accept the arguments in Burge (1979), then this indexicality would
extend to most if not all terms in our language. This might be considered similar to the blindness
required by contextualism in that it is a surprising fact that the entire language is context sensitive,
but it would largely be a case of content blindness, as a consequence of not knowing which
community one was in would be not knowing what would fall in the extension of one’s terms, as
determined by said community. But it would not, however, have the same consequences as that of
(EC), as it would not entail any linguistic error on the part of the speaker, only epistemic error:
the context would determine the correct content relative to the community that the speakers are
in fact participating in, regardless of which they might believe they are in.
11Cf. Quine (1960) for the first development of these arguments. Note that I am not attempting
to commit Quine to any form of error theory in what follows, I am here simply mentioning
the historical point of origin of a general kind of argument which took on a life of its own in
e.g. Davidson (1979), Putnam (1980), Lewis (1983, 1984), McGee (2005), Williams (2007). And
further, this kind of error theory would obviously not apply to a skeptic about relations of reference.
12Lewis (1984, 59). Additionally, Cf. Field (1973).
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other possible candidates. In these cases one could say that whenever truth is
shared regardless of resolution we have truth simpliciter, but epistemic opacity still
remains. Relations of reference are by and large determinate in that where facts
about usage run out, facts about eligibility take over, but there may still be pockets
of indeterminacy that would in turn generate a dearth of scrutability. The blindness
here involved is similar to that of semantic externalism, as no linguistic error theory
follows as a consequence of small amounts of indeterminacy.

2.2. Metalinguistic Negotiation. Moving closer to the machinery of (EC), we
Þnd a kind of semantic blindness generated by context-sensitive expressions such as
gradable adjectives and indexicals. This kind of blindness di!ers from the blindness
generated by (EC) along one signiÞcant dimension. It is a!ected by token-uses of
contextually dependent expression-types. As such, any speaker errors generated
are generally one-o! mistakes, not cases of systematic ignorance. Recent work by
DeRose13 has sought to equate the systematic blindness required by (EC) to this
form of content blindness, but, in §2.3 and §3, I show that there is a signiÞcant
di!erence between the two.

To characterize contextually dependent content blindness, consider the following
by Barker (2002):

(1) Feynman is tall.

There are two uses of (1). Normally, (1) will be used to add new information to the
common ground concerning FeynmanÕs height. But there is a metalinguistic mode
of use:

Imagine that we are at a party. Perhaps Feynman stands before us
a short distance away, drinking punch and thinking about dancing;
in any case, the exact degree to which Feynman is tall is com-
mon knowledge. You ask me what counts as tall in my country.
ÒWell,Ó I say, Òaround here, ...Ó and I continue by uttering (1). This
is not a descriptive use in the usual sense. I have not provided
any new information about the world, or at least no new informa-
tion about FeynmanÕs height. In fact, assuming that tall means
roughly Ôhaving a maximal degree of height greater than a certain
contextually-supplied standardÕ, I havenÕt even provided you with
any new information about the truth conditions of the word tall.
All I have done is given you guidance concerning what the prevail-
ing relevant standard for tallness happens to be in our community;
in particular, that standard must be no greater than FeynmanÕs
maximal degree of height.14

13DeRose (2009, Ch. 5)
14Barker (2002, 2).
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In this case, the speaker is blind to the contextually supplied standard involved
in the meaning of ÔtallÕ. In this particular example the attribution of tallness to
Feynman provides one with certain linguistic information: the information that
the prevailing relevant standard for tallness happens to be, on this occasion of
use, no greater than FeynmanÕs maximal degree of height. That is to say, while
the context-sensitivity of certain expression-types may be transparent to natural
language speakers, this does not entail that the content of these expressions on
particular occasions of use will be equally transparent.15

When the information imparted by a particular use of an expression is linguistic
in this way, we can call this a metalinguistic use. Metalinguistic use serves to key
in speakers to the particular content of contextually dependent expressions; in this
case, what the contextually dependent standards happen to be on a particular oc-
casion. This metalinguistic use then gives rise to what one might callmetalinguistic

negotiation: disagreement that arises not over whether a particular object falls un-
der the extension of a term, but over the application conditions, on an occasion of
use, of the term itself. For example, suppose that there was a third speaker in the
example above, and that this speaker, overhearing the discussion, chimes in after
the utterance of (1) with the following:

(2) Feynman isnÕt tall, John is tall.

Where John is taller than Feynman. Since all parties involved know FeynmanÕs
height, we are not arguing over whether Feynman falls under a particular standard
of tallness, but over what that standard consists in. The speaker of (2) thinks that
FeynmanÕs maximal degree of height is not su"cient, on this occasion, to count as
tall. If the conversation continued with the speaker of (1) accepting the judgment
of the speaker of (2), the negotiation would be settled.

Take another example, this time from DeRose (2009, 149):

Suppose a speaker,S1, says ÔFrank is here.Õ, in a context in which
ÔhereÕ is being used to designate the city of Atlanta, where the dis-
cussion is taking place. Later, in a di!erent discussion,S2 says, ÔS1

was so wrong! Frank wasnÕt here at all.Õ HereS2 seems to be vehe-
mently disagreeing with with S1. But suppose inS2Õs conversation,
the extent of ÔhereÕ that the speakers have been indicating covers
just the hotel in Atlanta where these discussions are taking place.

15It has come to my attention that ‘blindness’ might be a misnomer here. It is more along the
lines of semantic fuzziness of vision. That is, in many cases the use of particular expressions
in this class will be transparent, but the boundary cases tend to lose this typical transparent
nature. This is, of course, another marked difference between cases of contextually dependent
content blindness and that countenanced by the (EC) theorist, as the blindness to the contextual
variation of ‘knows’, if actual, would have to be quite far-reaching in scope. Thanks to discussion
with Baron Reed on this point.
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Here we have two uses of ÔhereÕ, the Þrst designating a wider range than the second,
and what seems to be a metalinguistic disagreement over the range that ought to
be employed. As it stands the scenario is a bit under-described. It seems thatS2

is disagreeing withS1 becauseS2 misunderstoodS1Õs employment of ÔhereÕ as one
restricted to the Hotel. This kind of misattribution is the only possible way I see to
make sense of the disagreement, but as it stands DeRose does not provide enough
information about the scenario to determine if this is his intention. But this in
itself would require content blindness with respect to ÔhereÕ, as there would be no
way to misattribute the content of ÔhereÕ if said content were transparent to those
involved. As such, this second form of weak semantic blindness a!ects context
sensitive terms, but in a way that is normal to the conversational dynamics. One-
o! mistakes signal mismatch that must be negotiated metalinguistically in order to
hone in on the precise content expressed.

2.3. Character Blindness. This brings us to our Þnal type of semantic blindness,
the strong form. The type of blindness here involved is to thecharacter of particular
expression types. That is to say, we are blind to whether a particular expression
type is context sensitiveat all. It is not just that we do not have introspective access
to the content of a particular comparison class or standard saturated by context
on a given occasion, it is that we are blind to the existence of this contextual
dependence in the Þrst place. This kind of blindness can initially be seen through
cases of prevalent disagreement, on two levels.

First, there is disagreement at the Þrst order when considering the cases that
are purportedly ÒdataÓ for the contextualist. You will Þnd much more disagreement
over the contextual variation of ÔknowsÕ when presented with the prototypical cases
that motivate contextualism than if you presented speakers with cases of contextual
variation involving terms requiring some weak form of blindness. DeRose grants
this, after noting a case involving the contextual sensitivity of ÔhereÕ:

Contextualism about Ôknow(s)Õ doesnÕt fare nearly as well, I freely
admit. So I suppose there must be something to the charge that if
contextualism is true, we su!er from some degree of Ôsemantic blind-
nessÕ: Speakers are to some extent blind to the context-sensitivity
of Ôknow(s)Õ.16

If ÔknowsÕ were in the class of expressions subject to some form of weak blindness,
one would expect a level of disagreement over the cases to be similar to that of
those other terms in this class, but we Þnd that in general the analogies between
ÔknowsÕ and these terms are strained at best.

16DeRose (2009, 159).
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Second, we have prevalent second-order disagreement, disagreement over the
truth of the contextualist thesis itself. That is to say, one does not usually Þnd dis-
agreement over the contextual dependence of gradable adjectives and indexicals,17

but even after one is exposed to the contextualist examples and corresponding the-
ory, there is quite a bit of disagreement over whether ÔknowsÕ in fact varies the
way the (EC) theorist thinks it does. This poses an additional problem for strong
semantic blindness: it is persistent. Even when one is presented with the (EC)
theory, this does not guarantee that, if it is true, one will ÒseeÓ its truth. This is
particularly troubling because, if there are in fact expressions that fall into this
category, we have no way of identifying them as speakers of the language, we are
in e!ect doubly-blindÐblind to the way they work and to the fact that they work in
this way. Further, it will be seen in §3 that this particular form of blindness has the
consequence that speakers of the language will be apt to incorrectly use the terms
in question, a particularly damaging consequence that is not shared with any of the
weaker forms of semantic blindness.

These considerations might lead one away from a view of the context-dependence
akin to that recognized tacitly by speakers of a natural language and toward a con-
text dependence that results from a mismatch between ordinary ways of talking
and the structure of the world. A position like this could argue that there exists a
failure of Þt between the way speakers ordinarily employ a certain class of expres-
sions and the actual structure of the relation expressed by this class of expressions.
Take the following example provided by Hawthorne (2008):

Consider temporal discourse and relativity theory. We do not, even
tacitly, think of our use of Ôhappened at the same timeÕ as somehow
relative to a frame of reference or relative to a somewhat arbitrary
slicing (ÔfoliationÕ) of space-time. But supposing there is no abso-
lutely [ sic.] simultaneity, it may be that the best way of salvaging
ordinary ways of talking about simultaneity is to construe speak-
ers as - without their knowing it - expressing di!erent relations by
Ôhappened at the same timeÕ on di!erent occasions.18

Extending this analysis to ÔknowsÕ and its cognates, we could have a view where
speakers express di!erent properties on di!erent occasions of use relative to the
standards active in the context of attribution simply in virtue of the very structure
of the knowledge relation. At times we might make this structure explicit in the
way we talk, but in most cases we do not, and it is by no means necessary that the

17Note that I am not here denying disagreement over whether this contextual variation is semantic
or pragmatic. Nor am I denying disagreement over the particular details involved in supplying
content to the various contextualist theories on the market. I am just noting the fact that there
is, in general, a large amount of pre-theoretical consensus that the way these terms seem to vary
with context is in fact the way they do.
18Hawthorne (2008, 267).
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speech patterns of a community match this basic structure. While this line might
be a viable one, it would certainly mark a substantial departure from the dialectic
as constructed by (EC). There is a marked asymmetry between the position here
sketched on behalf of (EC) and that of temporal discourse. Namely, contextualism
with respect to temporal discourse would be backed by the theoretical argument
from relativity theory. No such argument is available to the contextualist, other
than perhaps that provided by the contextualist solution to skepticism, which has
been put under serious pressure. Further, a move in this direction, by the contextu-
alist, would constitute an epistemic theory, not a theory about the use of ÔknowsÕ.
To avoid begging the question, then, the burden of proof would be on the contex-
tualist to establish that the epistemic relation in fact has the particular structure
advocated, without appeal to linguistic data. Assuming that the contextualist is
not taking semantic blindnessthis far, it would then seem, then, that being forced
to posit this strong form of semantic blindness is a serious methodological problem.
In what follows, I provide examples that, on their least damaging treatment, draw
out the requirement of this particularly strong form of semantic blindness for the
contextualist.

3. Indirect Attributions and Criticism

3.1. Cases. Consider the following:19

The Office: Thelma, Louise, and Lena are friends who work in an o"ce.
While none are scheduled on Friday, they all go in to pick up their pay-
checks. Thelma has a running bet with some coworkers about whether John
will be in the o"ce that day, and when they get to the o"ce, they see that
JohnÕs coat and hat are in their usual place, indicating that John is in fact
present. They then pick up their paychecks and head their separate ways.

The Bar: Later in the evening, Thelma makes her way to the local tavern,
where she sees several of her colleagues with which she recently placed some
trivial bets regarding JohnÕs Friday schedule. After collecting on her bets,
one of her friends, who also happens to have a small amount of money
riding with Lena, asks Thelma if Lena knows that John was in the o"ce.
Thelma replies: ÒLena knows that John was in the o"ce, she was with me
at the time.Ó

The Police: Unbeknownst to Thelma, while she is at the local tavern, Louise
has run into the police. The police are looking for John, as he is the primary
suspect in a murder case, and they have the testimony of Lena that he was
at the o"ce today. Attempting to corroborate LenaÕs testimony, they ask
Louise if she was with Lena at the o"ce today, and if Lena knows that
John was there. Louise replies: ÒI was with Lena in the o"ce today, but

19These are similar to the third-person cases advocated by DeRose (2009, 4).



SEMANTIC BLINDNESS, INDIRECT ATTRIBUTIONS, AND EAVESDROPPERS 12

Lena does not know that John was in the o"ce, we only saw his coat and
hat.Ó

These cases are supposed to generate support for (EC) in the same manner as those
in §1, providing the intuition that both Thelma and Louise can attribute to Lena
divergent epistemic properties without contradiction. But consider the following
modiÞcation of police:20

Secret Police: Unbeknownst to Thelma, while she is at the local tavern,
Louise has run into the police. The police are looking for John, as he is
the primary suspect in a murder case, and they have the testimony of Lena
that he was at the o"ce today. Attempting to corroborate LenaÕs testimony,
they ask Louise if she was with Lena at the o"ce today, and if Lena knows
that John was there. Louise replies: ÒI was with Lena in the o"ce today, but
Lena does not know that John was in the o"ce, we only saw his coat and
hat.Ó But then the police get suspicious, for they were eavesdropping on
Thelma at the bar, and have a recording of Thelma attributing knowledge
to Lena. They confront Louise: ÒLook Louise, Thelma said that Lena knows
that John was there, we have evidence. Are you trying to interfere with our
investigation?Ó Louise, of course, gets defensive: ÒThelma shouldnÕt have
said that. Like I said before, we only saw his coat and hat.Ó

This seems like a natural continuation for Louise, but a problem is generated for
the contextualist. How are we to interpret LouiseÕs utterance of ÔThelma shouldnÕt
have said thatÕ? There are three possible treatments available to the contextualist:
(1) rigidity: all standards are picked up by the context of the indirect report,
(2) monstrosity: said-that is a monster, which always shifts the standards to the
context of utterance,21 or (3) selective shifts through implicit semantic ascent via
direct quotation. I will treat (1)-(3) in turn.

3.2. Rigidity and Monstrosity. First, if the epistemic property is determined
by standards from the context of attribution, then the police are actually mistaken
in secret police when they say that Thelma said that Lena knows that John was

20I have to thank Baron Reed and the participants in his 2010 seminar on Contextualism and
Invariantism for feedback regarding the development of this criticism.
21A monster is an operator that shifts elements of the Kaplanian context, the n-tuple that, paired
with a sentence, determines its content, rather than elements of the circumstance of evaluation. To
review, the truth value of a token of a particular expression-type is determined in two steps. First,
the character of the expression determines the content as a function from the Kaplanian context :
an n�tuple generally including an agent, location, time, and possibly standard of precision. Then,
the extension is determined as a function from the circumstance of evaluation–an n�tuple usually
including a world and time–to a truth value. Standard modal and temporal operators shift the
parameters of the circumstance of evaluation to those other than the point of use. Monsters, on
the other hand, shift parameters of the Kaplanian context, shifting the content from that which
would be determined by the point of use. Strictly speaking, the Kaplan (1989) framework rules
out the possibility of monsters, but standard double-indexing allows such generality. The details
do not concern us here, cf. Israel and Perry (1996).
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there. The ÔknowsÕ here corresponds to a property determined by the heightened
standards from the police investigation, and in the tavern context, Thelma was
attributing a property based on lower standards to Lena. Given this response,
we have a case of propositional anaphora in LouiseÕs criticism of Thelma, where
the that is anaphoric upon the proposition expressed by the Police in their report
of what Thelma said. This, of course, means that LouiseÕs criticism of Thelma
is incorrect as well, for Thelma never said what Louise thinks she shouldn’t have

said. Thelma said something di!erent, she was attributing a much weaker epistemic
property to Lena. In fact, Louise should have actually criticized the police! For
the police are misattributing; they are saying that Thelma said something that she
did not say. Namely, that Thelma attributed a much stronger epistemic property
to Lena then she in fact did. This would then fall into a case of strong semantic
blindness for all involved, but not only would speakers be blind of the mechanics
underlying knowledge reports, they would also be blind to the consequence that
these mechanics prevent the kind of criticism involved in this case.

Note that given DeRoseÕs response to Yourgrau cases,22 he would seem to be
committed to this position:

[I]tÕs open to the contextualist to hold that when a speaker describes
a past time, the standards that govern such talk are those set by
the speakerÕs conversational context at the time of the speakerÕs
utterance. Indeed, this option is more than justopen to the contex-
tualist. Given what happens with at least many context-sensitive
terms, we shouldexpect the operative epistemic standards to be set
by the context at the time of utterance.23

This creates at least aprima facie dilemma for DeRose. If he responds to the
Yourgrau cases in this way, he is committed to this kind of response here, but
if he shifts to a more palatable response here, then his response to the Yourgrau
cases is undermined. DeRose could, of course, complain that cross-contextual shifts
induced by the said-that operator work in a di!erent way than temporal shifts, 24

22Cases of this type:
A: Is that a zebra?
B: Yes, it is a zebra.
A: But can you rule out its being merely a cleverly painted mule?
B: No, I can’t.
A: So, you admit you didn’t know it was a zebra?
B: No, I did know then that it was a zebra. But after your question, I no longer know.
Cf. Yourgrau (1983, 183).
23DeRose (2009, 204).
24Consider, however, the following dialogue:
A: Is that a zebra?
B: Yes, it is a zebra.
A: But can you rule out its being merely a cleverly painted mule?
B: No, I can’t.
A: So, you admit you didn’t know it was a zebra?
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and he should thus be allowed to shift his treatment, which brings us to our next
possible response.

The contextualist might attempt to shift the proposition that Louise is criticizing
to that of the low standards context by turning said-that into a monster. There are
two problems with this move. First, according to Kaplan (1989), monsters donÕt
exist in English. But granting that they exist, and said-that is in fact monstrous,
we still have problems. For in this case the utterance by the police contains a shifty
parameter. That is to say, the Police are attributing to Thelma the attribution
of an epistemic property to Lena that was actually expressed in the low-standards
context, and Louise is criticizing Thelma for that attribution. But in this case,
again, Louise shouldnÕt be criticizing Thelma, for, given the low standards active
in ThelmaÕs context of utterance, she was acting perfectly appropriately when at-
tributing a low-standards epistemic property to Lena. Louise should instead be
criticizing the police, but in this case for misrepresentation: using the attribution
of a low-stakes epistemic property as evidence for the attribution of a high-stakes
epistemic property. We should, given this framework, expect a response something
along these lines:

Louise: You [police] shouldnÕt say that [Thelma said that Lena knows that
John was in the o"ce.]. The stakes are much higher here, the epistemic
property Thelma attributed to Lena is too weak to count as knowledge
now.

But again, this is not a response one would ever actually see in conversation, and
the contextualist would again have to appeal to semantic blindness in order to
explain away the speaker error.25

Finally, if one did not wish to posit monstrous operators, one could posit some
form of semantic ascent in these particular cases. We could treat the police as
directly quoting Thelma, and treat what was previously considered propositional
anaphora as an elliptical quotation. We would then have have a quotative context,
where Louise is actually saying thatThelma shouldn’t have said ‘Lena knows that

John was there.’ This would e!ectively accomplish the shift to the low stakes
context as well. But this case provides the same results as the previous case, with

B: No, when I said that I knew, I knew, but after your question, I no longer know.

Further, one can generate third-person cases of the preceding form that actually look a bit worse
for the contextualist. As considering cases of this type is somewhat tangential to the current
project, I leave the generation of these cases to the reader.
25A more concerted paraphrase-to-save-the-theory response might argue that (1) Louise is engag-
ing in loose talk, and (2) loose talk should not be interpreted as indicating that the strict semantic
value should not be adhered to but rather that the sentence uttered expresses a different seman-
tic value than that of its normal interpretation. Even granting the implausible (2), this would
trade a strong error theory for an empirically unmotivated cherry-picking of the data, rendering
the contextualist position no better off than the nothing is relevant position sketched in Sundell
(forthcoming).
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the additional problem that disquotational principles such as the following now
fail:26

DSQK : If S said ÔS0 knows that pÕ, thenS said that S0 knows that p.27

For if DSQK held, then the police could easily bootstrap the attribution of a
low-stakes property to Lena up to a high-stakes property through disquotation.
That is, they could simply say ÒThelma said ÔLena knows that John was thereÕ,
and if Thelma said that Lena knows that John was there, then we have reason to
believe that Lena knows that John was there.Ó, andDSQK would license this shift.
But then Louise would be in trouble, for she couldnÕt criticize Thelma due to the
reasons provided in the second case, but she couldnÕt criticize the police either, due
to DSQK .28

So, here we have it: In both cases the very natural criticism by Louise of Thelma
is blocked by the contextualist machinery. Given one response, the criticism is
misplaced due to a misattribution by the police. Given the other responses, the
criticism is misplaced due to a misrepresentation by the police. In all cases this
problematic speaker error must be explained by some form of semantic blindness,
and as we saw in ¤2, this kind of semantic blindness is particularlystrong. Since
the speaker is blind to the character of context sensitive expressions, the speaker
is not sensitive to how the properties expressed by these expressions vary intercon-
textually. And, thus, the speaker is blind to when she is misreporting a particular
use involving this class of expressions.

3.3. Potential Counters. Given the structure of these cases, the contextualist
might posit some kind of context expansion to cover eavesdropper cases. This
would be a line to the e!ect that when an eavesdropper is present, the standards
of knowledge have been raised implicitly, unbeknownst to the speaker. In this case,
then, since the police were listening in on ThelmaÕs conversation, she was in a high
standards context. And, thus, when she attributed knowledge to Lena, she was in
fact in error, due to the standards implicit to the context. Aside from the fact that
this move is unprincipled and ad hoc,29 I would like to suggest that allowing for
this kind of context expansion introduces more problems than it solves.

Suppose, for example, that unbeknownst to Thelma, the tavern has been bugged
by the police for some time, in order to monitor the movement of organized crime

26This brings us close to a similar argument involving belief reports made by Hawthorne (2004).
27Note that this principle captures first-person cases when S = S0.
28In what follows, I will cease to consider this option as a serious contender, as it would seem that
monstrosity generates the same result with less adverse consequences. Especially considering that
for the purposes of the arguments here, the result of implicit direct quotation covary with those
of monstrosity.
29Note that this is primarily due to the fact that contextualists are notoriously sketchy when
talking about the mechanisms by which the standards in a particular context are fixed. But
even if we had a principled story regarding these mechanisms, if this story were to posit context
expansion of this type, I think it would be particularly problematic for the reasons I cite below.
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through the area. Now, is it the fact that the bar is bugged or the fact that
the police are actively monitoring Thelma that implicitly raises the standards in
ThelmaÕs context of utterance. If it is just the bugs themselves, this would seem
to make the standards of a particular context hyper-sensitive. Take, for example,
an analogous case of a context in which professional NBA scouts have bugged a
junior high gym, looking for the next big star. It seems odd that the fact that these
bugs are in place would cause all of the attributions of tallness to the junior high
basketball team to turn out false, because none of them are tall for NBA players.
If, on the other hand, it requires the focus of the police, then it would seem that
some kind of backtracking is required. For it could be that the murder did not
surface for weeks, months, even years before the aforementioned recording became
relevant. It couldnÕt be that the standards were low until the police listened to
the recordings months later; they would have to have been high at the time of
utterance, otherwise our contextualism has turned into a form of relativism.30 But
for them to have been high at the time of utterance, it would have had to have
been the Þrst case, the fact that the conversations were recorded, that raised the
standards in the context, without any additional requirement of a connection to
the purported murder investigation.

Faced with desperate straights, the contextualist might try changing the subject:
arguing that another possible continuation by Louise in secret police would be
the following:

Secret Police*: . . . Louise, of course, gets defensive: ÒLook, Thelma was at a
bar when she said that. If she were being interrogated like I am, she would
say the same thing I am.Ó

Now, it is true that secret police* is not a problem for contextualism. And,
further, what Louise is saying here is most likely true, regardless of the details
in the bar scenario. If it were Thelma being interrogated, she would most likely
withhold attribution of knowledge when in such a high stakes situation. But this
doesnÕt a!ect the problems raised bysecret police in the least. Unfortunately,
this move holds only dialectical force. This is a di!erent case, it does not involve
cross-contextual criticismÐthe crux of the problem for the contextualist. You could
just as easily say that the original example provided by DeRose is not a problem
for contextualism, the airport cases are not a problem for contextualism, and the
bank cases are not a problem for contextualism, but none of this a!ects whatis
a problem for contextualism, and that is the method of dealing with the cross-
contextual criticism exempliÞed in secret police.

30This would be a semantic relativism akin to that developed in Lasersohn (2005), MacFarlane
(2007), Stephenson (2007), and Egan (2007), among others. Relativism argues that sentences are
true only relative to a context of use/context of assessment pair. For the knowledge-relativist,
this would effectively require the saturation of the epistemic standards at the point of assessment
rather than the point of use. Cf. MacFarlane (2005).
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We have up to this point seen that contextualists have a problem dealing with
criticism involving indirect attributions of knowledge. Further, it would seem that
the most natural avenue of response requires the positing of a particularly strong
form of semantic blindness. We have, however, left one particular complication out
of our story. SpeciÞcally, the utterance which causes problems for the contextualist
is of the following type: S shouldn’t have said that. At this point, three possible
resolutions of the anaphora involving the report have been canvassed, but we have as
of yet not considered interaction with the modal auxiliary verb should. SpeciÞcally,
in these cases we have a deontic modal taking wide scope over a negated past-tense
complement: It ought to be the case that it is not the case that S had said that.

In the Þnal section I consider this complex interaction, pointing out that once the
details have been considered, the contextualist is either forced to argue that the
problematic utterance is vacuously true or that it is false, neither of which help
her case. Then, I consider two Þnal lines of response, those which I take to be the
strongest case the contextualist could make given her current situation.

4. Sophisticated Maneuvers

4.1. Deontic Modality. The standard treatment of deontic modality, developed
by Angelika Kratzer, argues that modals express quantiÞcation over possible worlds.31

Di!erent categories of modality generate di!erent restrictions on the domain of
quantiÞcation: the modal base. For deontic modals, speciÞcally, Kratzer argues
that an additional ordering over the worlds is also required, something that can be
simpliÞed into what David Lewis (1979) calls thesphere of permissibility (sphere):
those worlds in the modal base that most closely adhere to the way things ought
to be.32 Given this framework, a deontic modal pought ! q is true just in case !
is true at every possible world onsphere.

Our problem, however, has a wrinkle. The deontic modal in ÔS ought not have
said that.Õ takes a past tense complement.33 An analysis of pought[past ! ]q just
says that in every world w on sphere, there is some timet prior to the time of
utterance such that ! is true in w at t. Taking into account the negation, we have
the following: pought[not[past ! ]]q is true just in case for every world w on
sphere, there is no time t prior to the time of utterance such that ! is true in w
at t. Simply put, then, what we are doing when evaluating ÔS ought not have said
that.Õ is checking the sphere of permissibility and making sure that at no past time
in any of these worlds was whatS actually said said.

31Cf. Kratzer (1991).
32Note that I am simplifying matters here greatly for expository purposes. There are many
interesting questions and outstanding issues related to how one selects an appropriate modal base
and how one might analyze ‘the way things ought to be’, to say the least.
33I will be proceeding with a watered down version of the standard treatment, but this is not
uncontroversial. Cf. Condoravi (2002) and Werner (2003) for different proposals.
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Given the preceding framework, I will now return to consider the two most
plausible options available to the contextualist:

(1) rigidity: the standards of the context-sensitive term are picked out by
the standards in play at the point of utterance.

(2) monstrosity: the said-that operator is a monster, able to shift the
standards of the context to those of the prior context of attribution.

Canvassing the story one last time, we have the following features:

setup: Thelma, Louise, and Lena are all in the same epistemic position relative
to whether John was in the o"ce on Friday.

(1) In the low-standards context, Thelma says ÒLena knows that John was
in the o"ceÓ.

(2) In the high-standards context, Louise says ÒLena does not know that
John was in the o"ceÓ.

(3) In the high-standards context, the police say ÒThelma said that Lena
knows that John was in the o"ceÓ.

(4) In the high-standards context, Louise says ÒThelma shouldnÕt have said
thatÓ.

Assertions of which (3) and (4) are reports constitute the problematic data for the
contextualist.

Supposing the contextualist opts forrigidity, we have, as previously noted, the
police misrepresenting Thelma as attributing a much stronger epistemic property to
Lena than that attributed in (1). But given this result, how is (4) to be interpreted?
Well, Louise is saying that there are no worlds in the sphere of permissibility with
pasts such that Thelma attributed the stronger epistemic property to Lena. On the
weak assumption that the worlds in the modal base of a deontic modal are those
that share the history of the actual world,34 then since all of the worlds in the modal
base will share histories prior to the utterance point of (1),35 there will be no worlds
in the modal base, let alone the sphere of permissibility, where Thelma is evenin
a position to attribute a stronger epistemic property to Lena. Thus, the assertion
in (4) will be vacuously true. This is surely a bad result for the contextualist,
for when Louise criticizes Thelma in (4), it seems as if she is making some kind
of substantive accusation. There should be some worlds in the modal base where
Thelma said what shouldnÕt have been said, and these worlds should be excluded
by the sphere of permissibility.

34Cf. Condoravi (2002).
35I am making the assumption that we are determining the modal base by backtracking to the
time of the utterance of (1) and fixing past histories from there. Something along these lines is
required to not make Louise’s utterance trivial in an uninteresting way. I am treating this kind
of restriction as necessary, but not sufficient, as many other considerations may need to be taken
into account. Sufficient conditions need not be specified to get a handle on the problem presented
here.
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Suppose the contextualist attempts to Þx this problem by either moving tomon-

strosity or mixing rigidity with implicit direct quotation. In either case the
Police would be correctly representing Thelma as attributing a weak epistemic
property to Lena: either the said-that operator shifts a parameter to that of the
low-standards context in (1) or the standards active in (1) are imported through
quotation. But then what of LouiseÕs criticism? Louise is saying that all of the
worlds within the sphere of permissibility are oneÕs in which Thelma did not at-
tribute a weak epistemic property to Lena. But this is surely false! By contextualist
lights, surely it must be permissible to attribute weak epistemic properties in low-
standards contexts.

Thus, on the more sophisticated treatment of the utterance in (4), either Louise
is saying something vacuous or something false. Neither option places the contex-
tualist in a comfortable position. Rather, the substantive result sought could be
characterized as follows:

Substantive: (existence) there are worlds in the modal base where Thelma
said what shouldnÕt have been said, and(restriction) none of the worlds
in the sphere of permissibility are such that Thelma said what shouldnÕt
have been said.

There seem to be two possibilities for generating asubstantive result from (4).
First, if knowledge were invariant, where attributions expressed only a single epis-
temic property cross-contextually, and the epistemic property attributed were at
least as strong as that expressed in the high-standards context, then the modal
base would satisfyexistence, as it would include both (1)-attribution worlds and
those where Thelma withheld attribution, for various reasons. LouiseÕs utterance
in (4) would then be marking that the sphere of permissibility included only those
worlds where Thelma withheld (1)-attribution, satisfying restriction. Alterna-
tively, the stubborn contextualist might argue that the presence of eavesdroppers
at the bar raised the standards. This would give an analogous result, albeit falling
to the problems canvassed in§3.3. As before, it would seem that the best option
for contextualism is an error theory: Louise is, strictly speaking, saying something
either vacuous or false. She is mistaken in her criticism due to a blindness to the
context-sensitive character of knowledge attributions.

4.2. Nonindexical Contextualism. We now have enough machinery to fully
evaluate another potential move by the contextualist, the shift to what MacFar-
lane (2009) dubsnonindexical contextualism, as sketched in§1. This move might
Þnd some initial plausibility since MacFarlane partially motivates it through the
consideration that indirect reports only show that sentences involving knowledge
attributions are not indexical. Given the reliance of the criticisms in §3 upon in-
direct reports, it might be thought that this move would alleviate the di"culties
here, as well.
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Nonindexical contextualism requires that knowledge attributions are context sen-
sitive only in a weak sense: their extension depends on the epistemic standards of
the context. Being non-indexical, the semantic content expressed would remains
constant across contexts. We would therefore have a uniÞed account of the proposi-
tions expressed by the low- and high-standards attributions and denials, with only
the truth values of the sentences shifting with the standards. Thus, for our case,
where p denotes the proposition expressed by the sentenceS =ÔLena knows that
John was in the o"ce.Õ, we would have the following:

(1) In the low-standards context, Thelma says that p,
(2) In the high-standards context, Louise says that¬p,
(3) In the high-standards context, The police say that Thelma said that p,

and
(4) In the high-standards context, Louise says that Thelma shouldnÕt have

said that p.

As such, p would be true relative to the low-standards context (L ), and false rel-
ative to the high-standards context (H ). Thus, we have from (1) and (2) that
both Thelma and Louise say something true in their respective contexts, the police
accurately report what Thelma said in (3), and Louise is criticizing Thelma in (4)
for what she actually said in (1). Further, the prima facie reason for this criticism
would seem to be that what Thelma said in (1) is false inH .

So far, so good, but note the following. Nonindexical contextualism requires the
following deÞnition of utterance truth:36

UT: An utterance of a sentence at a context is true i! the proposition ex-
pressed by the sentence at the context is true at the circumstance of the
context.

So, as noted by MacFarlane, we have the following:

(5) Thelma speaks truly in uttering S in L , and
(6) What Thelma says in uttering S in L is false in H .

To be clear, (5) is true even as evaluated inH . This generates a problem when
considering the explanation of the criticism in (4) sketched in§4.1. SpeciÞcally, our
prima facie reason for accepting LouiseÕs criticism of Thelma seems to fall short,
for now the following is an acceptable continuation inH as uttered by Louise:

(7) Thelma shouldnÕt have said that, but she spoke truly.

What we need for the criticism as reported in (4) to satisfy substantive is (a) for
there to be worlds in the modal base in which Thelma said thatp in L , but (b) to
have no worlds in the sphere of permissibility where this is so. But if Thelma spoke
truly, as is signaled by (7), then our reason for excluding the worlds where she said
that p in L from the sphere of permissibility canÕt be because what she said is false

36Cf. MacFarlane (2009, 21-23).
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in H . Di!erently put, we cannot restrict the worlds in the sphere of permissibility
to just those worlds where Thelma does not utterS in L , for by (5) Thelma speaks
truly in so uttering S. We are stuck in the same position as that provided by the
move to monstrosity: by contextualist lights, it should be permissible for Thelma
to utter S in L , regardless of the truth of what she said inH . If it is impermissible
to utter sentences that are true in low-standards contexts just when they are false in
high-standards contexts, then our so-called ÒcontextualismÓ seems to have collapsed
into a form of invariantism: it is only permissible to attribute knowledge would that
attribution be true were it said in a high-standards context. So, while nonindexical
contextualism would seem initially to do better on the semantic blindness score,
we still have the problem that, on the most plausible reading, LouiseÕs criticism
is not only false, but, strictly speaking, inappropriate. Louise should instead be
criticizing the police for using what Thelma said, p, which is false inH , as evidence
for the truth of p in H . We, again, must countenance a strong form of semantic
blindness to explain both LouiseÕs criticism as well as the policeÕs behavior.37

4.3. Potential Overgeneration and Presupposition Accommodation. Given
the sticky situation the contextualist has found herself in, she might consider trying
to pass the buck. One popular buck-passing method is argument to a Òproblem for
everyoneÓ.38 If the contextualist could generalize the problem, then there would be
less of a felt need to provide an immediate answer. One potential line of attack
might be to argue that this particular problem generalizes to some accepted class
of context-sensitive expressions. This would then render the contextualist safe to
link ÔknowsÕ to this class. SpeciÞcally, one might consider that while indexicals
behave rigidly under the scope of an indirect report, gradable adjectives might not,
and, therefore, they might be susceptible to the kinds of argument aimed at the
contextualist. This would in e!ect amount to the contextualist cutting her losses
with respect to indexicals, but then making a stronger analogical argument to the
features of gradable adjectives.

I intend to cut this argument o! at the pass. It will take three steps. First, I show
that indexicals are rigid under indirect reports, always resolving to the context of
utterance, through a contrast in the felicity of embedding in quotative contexts vs.
indirect reports. Then I show that this behavior does not carry over to gradable
adjectives. These terms allow for a monstrous reading when embedded. This
consequence is drawn out through a presupposition accommodation test: it is shown
that criticism is infelicitous when one is forced to accommodate the presupposition
of a higher standard in the context of the report than that of the original utterance.

37The police’s behavior must be explained away because were they aware of how this particular
fragment of English worked, they would not have attempted to elicit Louise’s testimony in the
way that they did, given the falsity of what Thelma said.
38With some appropriate domain restriction, of course.
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We can take LewisÕs rough deÞnition ofpresupposition accommodation as a guiding
principle:39

Accommodation: If at time t something is said which requires presupposi-
tion P to be acceptable, andP is not presupposed just beforet, thenÐceritus

paribus and within certain limitsÐpresupposition P comes into existence at
t.

What this test will show is that in e!ect, we are unable to accommodate a pre-
supposition that we are in a much higher standards context than the context of
the original utterance: the within certain limits clause will be violated. Finally,
I show that attributions of knowledge misbehave in two ways. Unlike indexicals,
they embed uniformly in quotative contexts and indirect reports. Unlike gradable
adjectives, criticism under accommodation is licensed.

Consider the di!erence between the following:

(1a) John said ÒI am hungry.Ó
(1b) John said that I am hungry.

(1a) is a direct report wherein John predicates hunger of himself, while (1b) seems
to be a report of a predication by John of hunger to the speaker. We can draw this
out with the following contrast:

(2a) #John said ÒI am hungryÓ, but I am not hungry.
(2b) John said that I am hungry, but I am not hungry.

In (2a) the speaker seems to be confused, in need of some linguistic retraining. (2b),
on the other hand, seems like a standard case of disagreement over the speakerÕs
state of hunger. The contrast generated by these cases shows that indexicals are
rigid. Only in a quotative context is it possible to Þx the referent from the context
of JohnÕs utterance. Now consider the contrast between the (2ab) pair and the
following:

(3a) John said ÒMary is tallÓ, but Mary is not tall.
(3b) John said that Mary is tall, but Mary is not tall.

In both of these cases it seems that the speaker is disagreeing with John, we do not
Þnd the same infelicity in (3a) as that of (2a). This is not yet decisive, however. If
the standards did not di!er signiÞcantly between the context of JohnÕs utterance
and the reportive context, it is possible that no infelicity would be felt, even if ÔtallÕ
were rigid.

We can use criticism as a more Þne-grained test:

(4a) A: John said ÒI am hungry.Ó
B: John shouldnÕt have said that, he is not hungry.
B: #John shouldnÕt have said that, you are not hungry.

39Cf. Lewis (1979), while this definition is rough, it is sufficient for our needs here. For a more
extended treatment, Cf. Stalnaker (2002).
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(4b) A: John said that I am hungry.
B: #John shouldnÕt have said that, he is not hungry.
B: John shouldnÕt have said that, you are not hungry.

In the (4ab) dialogues we have a second speaker criticizing John for what he said,
further making explicit the reason for her criticism. As expected, we get the result
that the indexical acts rigidly, only importing the referent from JohnÕs context when
under direct quotation. Now, to draw apart gradable adjectives from indexicals,
consider the following:

facts : Mary is a toddler; Jane is a toddler; Both A and B know this.40

(5a) A: John said ÒMary is tall.Ó
B: John shouldnÕt have said that, Jane is taller.
B: #John shouldnÕt have said that, Mary is no basketball player.

(5b) A: John said that Mary is tall.
B: John shouldnÕt have said that, Jane is taller.
B: #John shouldnÕt have said that, Mary is no basketball player.

Here we have it. In the Þrst continuation by B, the presupposition is that the stan-
dards are relative to toddlers: the criticism is felicitous. The second continuation,
on the other hand, requires presupposition accommodation that would raise the
standards active in reporting context, generating infelicity. This is consistent with
the thought that said-that reports can act monstrously on gradable adjectives, but
that this shift is undetectable if the reporting context is relevantly similar to that
of the original context.

Now, if the contextualist buck-passing argument is to succeed, knowledge reports
would have to act the same as gradable adjectives under these conditions. But this
is not so:

facts : Mary has not checked the bank hours recently; Both A and B know
this.

(6a) A: John said ÒMary knows the bank is open on Saturday.Ó
B: John shouldnÕt have said that, MaryÕs rent check will bounce if it is
closed.

(6b) A: John said that Mary knows the bank is open on Saturday.
B: John shouldnÕt have said that, MaryÕs rent check will bounce if it is
closed.

Here, as in the infelicitous utterances of (5ab), we have presupposition accommo-
dation that raise the standards in the reporting context. But contra our gradable
adjective cases, the criticism is licensedÐeven under a noticeable shift in standards.
As such, the analogy to gradable adjectives fails for knowledge reports. It does not

40Note that if we stipulate that B does not know that Mary is a toddler, the infelicitous utterances
become licensed. But this then becomes a case of metalinguistic negotiation (§2.2).
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seem that ÔknowsÕ acts rigidly, either. There is no contrast between the (6a) case
and the (6b) case, which is an unexpected result if we are assuming that knowl-
edge reports are rigid in the manner of indexical expressions. This said, it does
seem like we have a legitimate problem for the contextualist, a problem that is not
a general problem for non-rigid, context-sensitive expressions. Knowledge reports
behave di!erently than both indexicals and gradable adjectives. They neither show
the features of rigidity nor monstrosity, the two top contenders as a response
to the arguments in §3. Further, the contextualist cannot save face here by ap-
pealing to blindness on the part of the speaker, for that responsepresupposed the
acceptability of an appeal to either rigidity or monstrosity.

5. Conclusion

Taking stock, I have argued that there are at least three di!erent kinds of weak
semantic blindness that do not have particularly problematic error theories as con-
sequences, and that the strong form semantic blindness required by (EC) comes
with an error theory tantamount to ignorance of the character of an expression
type. This form of blindness is unlike that of gradable adjectives and indexicals,
which were categorized as weak, given that the only semantic blindness evident
in their case was regulated to one-o! mistakes associated with ignorance of cer-
tain contextually salient features of token expressions in particular contexts. Once
this was established, I generated a problem for the contextualist involving reports
of low-standards attributions of knowledge imported into high-standards settings.
These reports generate a tension in that there is a distinctly felt ability to criticize
the imported report in the high-standards context, but the contextualist machinery
seems to block this form of criticism. Then, through treatment of the best possi-
ble avenues of escape, I showed that all roads lead to Rome: the best responses
by the contextualist require appealing to the particularly strong form of seman-
tic blindness treated in the Þrst section. Either there is some form of mistaken
misrepresentation due to ignorance of the contextual variability of the character of
ÔknowsÕ, or the intuitively acceptable criticism is misplaced due to this same form
of ignorance. SpeciÞcally, given the contextualist machinery, the criticism, which
seems substantive on its face, is either vacuously true or false.41 Finally, I concluded
with some arguments based on extensions of the phenomena found in§3. These
arguments give reason to believe that knowledge reports act in ways dissimilar to
both indexicals and gradable adjectives, failing to show features that would be ex-
pected if these reports actually acted in the ways that the contextualist is wont to
appeal to, serving to undermine even the appeal to strong semantic blindness as a
complete solution to these problems.

41Note that it would seem, from DeRose’s treatment of Yourgrau cases, that his favored avenue of
response would result in mistaken misrepresentation and a vacuous criticism, both due to character
blindness.
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